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ABSTRACT
Restaurant dishes represent a significant portion of food that people
consume in their daily life. While people are becoming healthconscious in their food intake, convenient restaurant food tracking
becomes an essential task in wellness and fitness applications. Given
the huge number of dishes (food categories) involved, it becomes
extremely challenging for traditional food photo classification to be
feasible in both algorithm design and training data availability. In
this work, we present a demo that runs on restaurant dish images in
a city of millions of residents and tens of thousand restaurants. We
propose a rank-loss based convolutional neural network to optimize
the image features representation. Context information such as GPS
location of the recognition request is also used to further improve
the performance. Our experimental results are highly promising.
We have shown in our demo that the proposed algorithm is near
ready to be deployed in real-world applications.

Figure 1: Overview of DietLens-Eout for restaurant food image recognition.
mobile phone to share pictures is a common practice in social
networking. Comparing to tedious text recording, photo-taking is
intuitive and requires less manual effort. Through photo-based food
logging, subsequent recognition of food context and estimation of
nutrition facts can be followed up. In this demo, we showcase the
challenge of large-scale restaurant food photo recognition, with a
friendly customer app system called DietLens-Eout.
Food recognition is inherently more intricate than general image
recognition. Food is composed of ingredients which show diverse
appearances in various cutting and cooking conditions. Furthermore, the presentation of food in restaurants can incorporate a
mixture of food and non-food items. Restaurants use to highlight
the uniqueness of a dish with a name reflecting its ingredients
and cooking styles. The names of a same dish can wildly vary between restaurants, depending on seasons, cultures and the target
customers. Therefore, grouping dishes of different names for food
categorization by itself is a very tedious process. Fortunately, dishes
are normally cooked in standardized manner within the context of
a restaurant. Query-by-image based recognition of restaurant food
is feasible, inherently bypassing the need to collect large amount
of training data for food classification. Furthermore, the locations
of restaurants and serving hours provide vivid context to minimize
uncertainty in retrieval.
This paper presents DietLens-Eout, a mobile application that
uses location based food photo recognition (DietLens) to help people track their dietary intake when eating out (Eout). The image
recognition is built based on GPS enhanced image retrieval that
uses features learnt by a deep triplet neural network architecture.
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1

INTRODUCTION

Restaurants cover a significant portion of food being consumed
every day. As “eating-out” has been becoming a life pattern in
modern living, people are more concerned now about tracking
daily nutrition intake to monitor health status. A convenient way
of tracking nutrition is by photo-taking of meals, since using a
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Figure 1 illustrated the framework of our system. As can be seen,
there are two major components: an offline triplet network for image feature learning and an online context-based nearest neighbor
search module for image retrieval. In the offline phase, the triplet
deep convolutional neural network is trained to learn the image
representation that distinguishes the different dishes yet generalizes on the same dishes. Then the triplet DCNN is used to extract
features from restaurant food images and query images. In the online phase, the query food image and its GPS is matched against a
pool of candidate food images within a predefined distance, using
the proposed retrieval algorithm.
Existing research efforts mostly focus on generic food recognition [1, 4, 5, 8, 9, 12, 14, 18]. These works can be divided into
deep and hand-crafted based food recognition models. In contrast
to the latter methods that extract handcrafted features to train
SVM models for food recognition [4, 8, 9, 14], deep-based models fine tune existing deep convolutional neural network such as
VGG [15] or ResNet [6] on food dataset for recognition [5, 12, 18].
With deep models, the accuracy of generic food recognition can
be as high as 80% on the benchmark datasets such Food101 [4],
FoodCam-256 [10] and VIREO Food-172 [5]. Nevertheless, the existing efforts are mostly focused on recognizing a pre-defined set
of food categories, ranging from 100 to 256 categories. Extending
the existing generic food recognition models to recognize all of the
restaurant dishes is infeasible, since collecting sufficient image samples for all the restaurant food is intractable. There are relatively
fewer studies on restaurant food image recognition compared with
generic food recognition. Early works mostly focus on training image classifiers with single or multiple handcrafted low-level image
features such as SIFT and HOG, and GPS is leveraged as context
information to discard unlikely candidates [2, 3, 17]. For example,
[2] leverages GPS information to find the nearby restaurants and
then maps the food image to the menu item of nearby restaurants.
Different to these early works, recent works mostly utilize deep
features [7] for superior performance in recognition. In [7], deep
features of restaurant food images are extracted to train a probabilistic model that connects dish, restaurants, and locations for dish
recognition. Different from these works, our system tackles
restaurant food recognition as a problem of image retrieval,
and utilizes triplet network that considers fine-grained image similarity to learn features for image retrieval.

similarity and is not adequate for the search-by-example applications. Therefore, we utilize a deep triplet neural network to learn
the image features with the objective of making the Euclidean distance between the image features of same dish smaller than that of
different dishes. Our triplet neural network is build upon ResNet50 model [6] whose weights are pre-trained on a large-scale food
dataset proposed in [12]. We replace the softmax layer of ResNet-50
with a fully connected layer to get the new image embedding features (denoted as x) that are able to preserve the fine-grained image
similarity. The fully connected layer is trained from scratch. The
input of our model is a triplet of images, denoted (Iq , Ip , In ), where
Iq is the query image; Ip is the positive sample which is from the
same restaurant and has the same dish type as Iq ; In is the negative
sample which either comes from different restaurants or belongs
to different dish types. Through the deep network, the features of
query image, positive sample and negative are obtained, which are
denoted as xq , xp and x n respectively. The network is trained with
the goal of ensuring that the distance between the query image and
positive samples is smaller than that with negative samples. Let the
margin as δ ∈ {0, 1}, the loss function is defined as

L = max(0, δ − d(xq , xp ) + d(xq , xp ))
where d(.) indicates the euclidean distance.

2.2

DIETLENS-EOUT SYSTEM

User Interface

Our DietLens-Eout system consists of a photo interface and an
analysis interface, shown in Figure 2. The photo interface allows
users to take a photo of their food or select a photo in their gallery.
This photo is passed to our system as a query photo. After that,
our system shows the analysis interface to users, which includes
“Best Match” and restaurants items. In “Best Match”, we show users
the food name, calorie information, the name of the restaurant
to which the food belongs and the distance between GPS of the
query photo and the restaurant descending by the similarity. In
restaurant items, we display the food in this restaurant. It is noted
that the order of restaurants is based on the distance from the
query photo. Thus, users can get information about the name and
detailed nutritional information of the query food, and the food
about nearby restaurants

This section details the two major modules in DietLens-Eout system.
User interface is also introduced.

2.1

Image retrieval with context-based nearest
neighbour search

The image retrieval module takes the pair (xq , uq ) as input, where
xq is the image feature extracted from triplet network and uq is the
local coordinates (GPS information). When a user captures a new
image and uploads to our system, the mobile device will estimate
its location uq . A list of candidate restaurants can be obtained by
using uq as the center point and radius as the radius. Then the
system performs approximate nearest neighbor search [13] on the
candidate restaurants instead of whole restaurants database. With
the GPS information, the searching efficiency, as well as accuracy,
can be improved.

2.3
2

(1)

Image feature learning with triplet network

Given a food image taken in the restaurant, our goal is to retrieve
the images that are in the same dish type and restaurant with the
query image. Through mapping the query image to the restaurant
image database (reference set), the name of the query image can
be obtained. Since the image recognition is posed as a retrieval
problem, an essential step is to learn features effective for similarity measurement. As reported in [16], the features learned from
classification is not optimal for distinguishing fine-grained image
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semi-hard triplets (d(xq , xp ) < d(xq , x n ) < d(xq , xp ) + δ ) are used
for calculating the loss. In addition, to simplify and accelerate the
training progress, we only update the weights of the fully connected
layer.

3.3

Evaluation metrics. We use mean average precision (mAP) and
hit rate at top K (hit@K) for performance evaluation. mAP is the
most common evaluation metric for retrieval task, and the higher
mAP indicates the better performance. Hit@K , on the other hand,
calculates the fraction of times that a correct food image is found
in top-K retrieved candidates. As the goal of Diet-Eout is to recognize the food images through image retrieval, top-K here indeed is
equivalent to the top-K recognition accuracy.
Effect of triplet network for feature learning. We fist experiment the effectiveness the impact of triplet network for feature
learning. To demonstrate triplet network is able to learn better
features, we compare the retrieval performance of features learn
from triplet network and classification model trained on Singapore
food dataset [12]. Table 1 contrasts the performance. Note that
the evaluation of image retrieval is carried out without considering GPS information. As seen in Table 1, features learned from
Triplet Network consistently outperform features extracted from
the classification model across different evaluation metrics.

Figure 2: The user interface of DietLen-Eout app. (a) is the
interface for user capturing the food image; (b) displays the
recognition results and allows user to search the correct
food name; (c) sorts the recognition results according to the
restaurant and allows user to select the correct food name
according to the restaurant.

3 SYSTEM DEMONSTRATION
3.1 Restaurant Food Dataset

Table 1: Performance comparison between features learnt
from triplet network and extracted from classifier model.

The demo is based on a large restaurant database that covers 7,452
restaurants in Singapore. The dataset is crawled from two popular
online restaurant review websites “Burpple" 1 and “Openrice" 2
which provide restaurant names, and locations and dish reviews
with food images and tags. 30 workers were hired to label the dish
names according to the user-generated tags and reviews. The menu
of each restaurant can also be obtained. After the labeling, the dish
images of chain restaurants were merged, such as “KFC", “Din Tai
Fung" and “old Chang kee". In total, there are 314478 images in the
dataset. Due to the fact that each dish type only has 1.74 images on
average, training a robust classification model for food recognition
is infeasible.

3.2

Performance

CLASS. model
Triplet Network

mAP
0.192
0.222

hit@1
0.379
0.415

hit@2
0.474
0.519

hit@5
0.598
0.643

hit@10
0.677
0.723

Table 2: Image retrieval results with features learned from
classification model and triplet network. True positive are
bounded in blue box while false positive are bounded in red
box.
Query Image

Top 5 Images

Implementation

The learning of triplet network is based on 1% of dish types that each
has at least 15 images. The training set corresponds to 48540 photos
of 1590 food classes collected from 864 restaurants. For the purpose
of demo, we use 33% of the images, specifically 10 images per food
class for network training. The remaining images are used for performance evaluation to be presented in Section 3.3. Adam [11] optimizer is employed for model training with learning rate set as 10−4 .
The margin δ in Equation 1 is selected as 0.5 by validation and the
mini batch size is set as 40. Each mini-batch contains 8 queries and
each query is associated with 5 positive examples. Per-batch online
triplet sampling is employed during training. In each mini-batch,
for the query images, apart from the positive samples, all the other
samples can be used as negatives. To accelerate the model training,
for each mini-batch, only hard triplets (d(xq , x n ) < d(xq , xp )) and
We further show three examples of restaurant image retrieval in
Table 2. In the first example, features from classification model rank

1 www.burpple.com/sg
2 sg.openrice.com
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“Wanton mee dry" and “Prawn noodle" at top-1 and top-2 places
while rank the true positive “Crab bee hoon" at the third place.
This is because both “Wanton mee dry" and “Prawn noodle" have
similar global appearance with “crab bee hoon", and the classification model may misclassify them into the category “crab bee hoon".
Since the features learned from the classification model only preserves category-level image similarity, it may lead to unsatisfactory
retrieval performance when the model cannot correctly classify the
images. Features learnt from triplet network, in contrast, are more
effective due to modeling of fine-grained visual similarity.
Table 3: Performances of Geo-context based image retrieval
under different radius settings.
GPS
×
✓

Radiums
1.0 km
0.5 km
0.1 km

mAP
0.222
0.405
0.469
0.617

hit@1
0.415
0.588
0.635
0.724

hit@2
0.519
0.700
0.748
0.826

hit@5
0.643
0.823
0.861
0.926

Figure 3: The impact of the image number per dish type on
retrieval performances. The abscissa axis shows five evaluation metrics. Different colors indicate the minimum numbers of images per dish type.

hit@10
0.723
0.887
0.918
0.964

top-5 retrieval samples are all correct. The results give clue that
GPS information is extremely important for restaurant food image
recognition.
We further evaluate the impact of the image number per dish
type on the retrieval performances.The results are shown in Figure
3. Basically, when the number of images per dish type increases, the
performances of image retrieval increase across different evaluation
metric. The hit@5 can be as high as 80% when there are more than
10 images per dish type.

Effect of Geo-Context. We then show the impact of Geo-context
on restaurant food image recognition. Table 3 shows the results
in terms of different radius settings. From Table 3, Geo-context
improves the food retrieval performance at a large margin - more
than 80% in terms of mAP and more than 40% in terms of hit@1
when the radius is 1 km. The retrieval performance increases when
the value of the radius decreases. Our system can achieve 92.6% hit
rate for the top-5 predictions when the radius is set as 0.1 km.
Table 4 further shows two examples, comparing the retrieval
results obtained with GPS to that without GPS. From these three
examples, basically, when without Geo-context, the top-5 retrieval
results are all wrong. Since some food items have similar global
appearance in the dataset, image retrieval without context information can be very challenging. The retrieval results are much better
with GPS as context information. When the radius is 100m, the

4

CONCLUSION

We have presented a mobile application - DietLens-Eout for large
scale restaurant food image recognition and diet tracking. By optimizing the rank-loss of intra-class similarity and inter-class difference, the proposed triplet deep network successfully captures
the image feature for the nearest neighbor retrieval framework.
Combining the Geo-context information, the proposed retrieval
method has achieved 92.6% accuracy on a dataset of 864 Singapore
restaurants in top-5 recognition results, on a tailor-mode testing set
for this demo. The system is near ready for real-world applications
of restaurant food image recognition, assuming each food class can
have at least 10 images.

Table 4: Image retrieval results under different searching radius. True positive are bounded in blue box while false positive are bounded in red box.
Query Image
Top 5 Images
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