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ABSTRACT

CCS CONCEPTS

Understanding fine-grained activities, such as sport highlights, is a
problem being overlooked and receives considerably less research
attention. Potential reasons include absences of specific fine-grained
action benchmark datasets, research preferences to general supercategorical activities classification, and challenges of large visual
similarities between fine-grained actions. To tackle these, we collect
and manually annotate two sport highlights datasets, i.e., Basketball8 & Soccer-10, for fine-grained action classification. Sample clips in
the datasets are annotated with professional sub-categorical actions
like “dunk”, “goalkeeping” and etc. We also propose a Compact Bilinear Augmented Query Structured Attention (CBA-QSA) module
and stack it on top of general three-dimensional neural networks in
a plug-and-play manner to emphasize important spatio-temporal
clues in highlight clips. Specifically, we adapt the hierarchical attention neural networks, which contain learnable query-scheme, on the
video to identify discriminative spatial/temporal visual clues within
highlight clips. We name this altered attention which separately
learns a query for spatial/temporal feature as query structured attention (QSA). Furthermore, we inflate bilinear mapping, which
is a mature technique to represent local pairwise interactions for
image-level fine-grained classification, on video understanding. In
detail, we extend its compact version (i.e., compact bilinear mapping
(CBM) based on TensorSketch) to deal with the three-dimensional
video signal for modeling local pairwise motion information. We
eventually incorporate CBM and QSA together to form CBA-QSA
neural networks for fine-grained sport highlights classifications.
Experimental results demonstrate that CBA-QSA improves the general state-of-the-arts on Basketball-8 and Soccer-10 datasets.

• Computing methodologies → Activity recognition and understanding.
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1

INTRODUCTION

General Activities Classification (GAC) has been intensively studied
by video analysis communities in the past five years. The proposals of 3D deep convolutional neural networks, such as C3D [34],
Inflated-3D (I3D) [4], Pseudo-3D (P3D) [30], Temporal Shift Module
(TSM) [23], SlowFast [9] and etc, greatly boost the performance
of video-level activities classification. Nevertheless, fine-grained
activity classification (i.e., classification of sub-categories under the
same super-category) is understudied. An example is to classify
different activities in a sport. These activities differ in subtle variations due to the player actions or interactions between players and
objects.
Sport Highlights Classification (SHC) is a task of distinguishing
highlight actions/activities (e.g., “dunk”, “blocked shot”) occurring
in a specific sport (e.g., “basketball”). Hereby, highlights in a sport
video refer to a series of micro-actions/activities that capture audiences’ attention. Compared with the GAC task, the SHC task is
more challenging, since categories in sport highlights are in much
more fine-grained level than those in general activities. Taking
Figure 1 as an example, we randomly visualize sample clips from
a general sport dataset (Sport-1M) and our proposed sport highlight dataset (Basketball-8 & Soccer-10). Intuitively, visual distance
between highlights’ categories (sub-categories of basketball e.g.,
“dunk” and “layup”) is much smaller than that between general activity categories (e.g., “wrestling” and “korfball”), making classifying
highlights a challenging problem.
Unlike GAC that is greatly benefited from deep learning techniques, SHC is seldom studied. We attribute the slow progress to
three major reasons: (1) absence of a large-scale fine-grained sport
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Figure 1: Visualization of sample clips from a general sport
dataset and the highlight dataset. Visual difference between
highlights “dunk” and “layup” is much smaller than that between general sports “wrestling” and “korfball” (red font denotes highlights).
highlights dataset; (2) challenge of processing complex and noisy
action-interactions within highlight clips; and (3) difficulty in extending the image-level fine-grained model to videos. Compared
with image-level visual understanding that focuses on both general
and fine-grained categorization, video-level activity understanding only focuses on general coarse categories. A primary reason
is the lack of a large-scale standard benchmark dataset. Specifically, to boost image-level visual understanding tasks [6, 12, 13,
24], ImageNet-1000 [19], and Caltech-UCSD Birds-200 [38]/FGVCaircraft [27] datasets are separately designed for general and finegrained visual content classification. Whereas for video-level activities understanding, research attention is only drawn on general
activity recognition by massively annotating and publishing general datasets such as YouTube-8M [1], Sport-1M [15], Kinetics [4],
Moment-In-Time [28] and etc. As for fine-grained action categorization, a standard benchmark dataset is still not yet available.
To tackle the problem, we collect and annotate two large-scale
Basketball-8 and Soccer-10 datasets, where each clip is assigned
with its fine-grained level category. In analogy with species/types
categories of bird/aircraft, we collect highlight categories, such as
“blocked shot”, “dunk” and etc, in basketball (or soccer) match. All
highlight categories are under the same super-category sharing
visual similarities.
Sport highlight clips are composed of multiple sub-activities
with different importance. For example, the highlight of “blocked
shot” in basketball is composed of several sub-activities, such as
“players running”; “a field goal attempt from an offensive player”;
“deflection motion from a defensive player”; “a shot being traveling
upward and downward”. The latter two sub-actions bear more discriminative powers than others and thus need to be emphasized in
modeling. Within a video clip, furthermore, there could be several
sub-activities co-occur temporally and spatially while only one or
two should be highlighted. As each sub-activity in a highlight bears
different level of significance, spatio-temporal cues should not be
treated equally during video processing. However, the state-of-art
3D convolutional neural networks (e.g., I3D, TSM, SlowFast) adopt
a mechanism such as spatio-temporal mean pooling to equally
weight each sub-actions and are not feasible for classifying sport
highlights. To solve the problem, we propose a learnable query

attention mechanism to adaptively assign weights for features from
different spatio-temporal reception fields. Similar as hierarchical
attention neural network [21] in sentiment classification task, we
change query in transformer [35] to a learnable vector which is
altered during training phase. Furthermore, we impose the learnable query attention mechanism separately on spatial/temporal
dimensions. Compared with self-attention and non-local operation
in most transformers, the learnable query vector can be automatically tuned and demonstrates good performance on classifying
fine-grained categories.
Even a single sub-action in a highlight clip can involve complex interactions between players and objects, and only a few core
interactions need to be considered. For example, the “player” interacting with “basketball” is potentially a core evidence in classification. Amplifying the interaction can facilitate classification
of highlights. In image-level fine-grained visual recognition tasks
(i.e., Birds, Aircrafts datasets), bilinear pooling [25] demonstrates
its success in capturing local patterns via local pairwise feature
interactions. Hereby, bilinear pooling can be separated into bilinear mapping and average/max pooling operators, where the prior
serves as capturing local pairwise interaction and the latter serves
as aggregating. Inspiringly, we extend 2D-bilinear mapping to 3Dbilinear mapping, then incorporate it with attention mechanism,
and form a Bilinear Augmented Query Structured Attention model
(BA-QSA). However, as bilinear mapping demands heavy computational costs in training and inferencing, we adopt the TensorSketch
[29] technique to approximate the bilinear matrix by a compact
bilinear matrix [11]. Our proposed Compact Bilinear Augmented
Query Structured Attention (CBA-QSA) demonstrates superior performances on fine-grained activity classification tasks when compared with the state-of-the-art deep models.
In summary, our contributions are presented as follows:
• Fine-grained activity classification: An integrated network
specifically to capture the interaction of human and object as
highlights is proposed. Two large-scale fine-grained activity
datasets (i.e., Basketball-8 & Soccer-10) are constructed to
demonstrate the challenge of recognizing fine-grained video
activities.
• Spatio-temporal attention modeling: A generic query structured attention (QSA) based network architecture is proposed. The architecture can be stacked hierarchically to localize highlights along the space and time dimensions.
• 3D compact bilinear mapping (CBM): Extension of CBM
from image to video domain to capture local pairwise feature interactions. When incorporated with QSA, CBM shows
effectiveness in localizing fine-grained actions for classification. To our best knowledge, this is the first work that
considers bilinear mapping for attention modeling.

2

RELATED WORK

Since the newly proposed fine-grained activity classification is relevant to general video understanding, attention mechanism, and bilinear pooling techniques, we will separately present related works
from the three aspects in below.
General video understanding. With the growth of computational capability in processing large-scale video data, deep techniques for recognizing general activities have ushered in a rapid

development period. Several new deep operators [4, 23, 30, 34] or
strategies [7, 9, 32, 40, 42] are carefully crafted and proposed to
deal with 3-dimensional video data. Specifically, C3D and I3D networks in [4, 34] propose a 3D convolutional operator by extending
the existing 2D spatial kernels with 3D spatio-temporal kernels
and verify that 3D convolutional operator demonstrates better discriminative capability than its 2D counterpart in recognizing video
contents. However, since the 3D convolutional kernel magnifies
the number of parameters, early 3D-CNN suffers from a heavy
computational problem. For this, [30] and [23] propose efficient
temporal-independent module to decompose 3D convolutional operator. Specifically, the prior adopts 1D-temporal convolution +
2D-spatial convolution; and the latter adopts temporal shift module
+ 2D-spatial convolution as 3D convolutions’ replacements. Since
videos contain richer dynamical information than still images, some
works exploit this characteristic in modeling. In [32], two-stream
networks combine the optical flow [2] (capturing pixels’ displacements) with RGB modalities in network learning, while in [7, 40]
recurrent neural networks (RNN) especially the long-short term
memory (LSTM) are employed to model the video content along
time axis. Additionally, to capture movement in different temporal
scales, Feichtenhofer et.al in [9] propose SlowFast networks that
simultaneously process two input clips with different frame rates.
Attention mechanisms. Attention aims to emphasize important visual clues by large weights when aggregating deep features.
Its effectiveness has been successfully verified in research topics
such as natural language processing [21, 26, 35], image/video visual processing [10, 22, 36, 39]. Among various attention mechanisms, self-attention [35] which formulates attention elements
(i.e., query, key, and value) from a homologous inputting feature, is
carefully and fully studied on top of deep neural networks. Specifically, with three separate projection functions (i.e., one or multiple
layer perceptron), we can obtain “query”, “key”, “value” features
from the same inputting feature. Though simple in its mechanism,
self-attention achieves promising results in NLP and vision tasks.
For example, in [35], several self-attention modules are parallelly
stacked in a multi-head manner for machine translation, whereas
in [37], self-attention is extended to a non-local operator to rebuild
local spatial/spatio-temporal representations of image/video features. An additional variant in [10] builds channel and positional
self-attentions for improving the performance of image scene segmentation. Other kinds of attentions are introducing extraneous
query to guide the attention weight calculation. The query feature
in these attentions are either built as pre-formulated questions or
directly treated as a set of learnable parameters. Example works
include [5] and [21]. Specifically, Deng et.al in [5] propose to locate
the most relevant object or region in an image based on a predefined natural language query. Li et.al in [21] model document
emotions by using two additional query vectors that hierarchically
capture the key words and sentences.
Bilinear pooling for image-level visual understanding. Bilinear pooling, also known as second-order pooling, can be decomposed into two processes: bilinear mapping and pooling aggregation.
The prior projects each local feature into a high dimensional bilinear space via local pairwise interaction, and the latter aggregates
all local features into a global representation. In principle, bilinear
pooling is appropriate to augment the discriminative power of any

Figure 2: Diagram of QSA, where Q, K, V separately represents “query”, “key”, “value” elements. 𝑁 , denoting total
amount of features, can be the number of spatial locations
or temporal stamps depending on applications; 𝐷 𝑣 , 𝐷𝑘 refer
to feature dimension; “○”,
× “○”
𝑆 denote matrix multiplication and scaling operator.
local features: hand-crafted [3] and deep features [11, 18, 25, 41].
Specifically, Carreira et.al in [3] adopt bilinear pooling to enrich
hand-crafted features (SIFT) for the semantic segmentation task
and manage to attain considerable improvements. For deep neural networks, Bilinear-CNN [25] firstly applies bilinear pooling
in 2D convolutional feature maps to emphasize important local
pairwise interactions for fine-grained visual categorization. As the
deep neural networks naturally yield multilayer local features, Yu
et.al in [41] propose a Hierarchical Bilinear CNN to integrate multiple cross-layer bilinear features. Although showing promising
effects, bilinear pooling involves outer-product process and suffers
from heavy computational cost. To tackle this, techniques such as
Hadamard Product [18], Random Maclaurin Projection [11] and
TensorSketch Projection [11] are proposed to approximate bilinear
features.

3

COMPACT BILINEAR AUGMENTED QUERY
STRUCTURED ATTENTION MODULE

Our proposed CBA-QSA is a plug-and-play module designed for representation learning of sport highlights, and can be integrated into
off-the-shelf 3D neural networks. The CBA-QSA module mainly
brings two advantages: (1). Involvement of extra compact bilinear
feature in attention calculation; (2). A learnable query mechanism.
The followings elaborate details of our designed query structured
attention (QSA), new 3D compact bilinear mapping (CBM) operator,
and their integrations.

3.1

Query Structured Attention

QSA is a variant of the general attention mechanism with few modifications to inputting protocols and internal processes. Thereby,
we define and formulate QSA in a general manner independent of
features’ type. Figure 2 illustrates the overall pipeline of QSA. The
QSA is the same with most attentions in reweighting local features

but different in weight calculation. We present detailed elaborations
in below.
Suppose that a feature matrix of video is V = {𝒗 𝒊 }𝑖𝑁 , where 𝒗 𝒊 ,
𝑁 separately stands for a 𝐷 𝑣 -dimensional feature vector, number
of features. It is worth noting that feature matrix V is a collection
of 𝑁 feature vectors, and could have different forms according to
collecting manner, e.g., 𝑁 spatial locations or 𝑁 temporal stamps.
Generally, “query” and “key” are two elements for mapping “values” (features) to a weighted sum of responses (embedding). The
attention weight can be computed as a dot-product of “query” and
“key”. For QSA, given a learnable “query1 Q ∈ R1×𝐷𝑘 ” and “key
K ∈ R𝑁 ×𝐷𝑘 ”, attention weights are calculated as follows
𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛 (Q, K) = softmax (𝐹 (Q, K)) ,

(1)

where 𝐹 is a matrix multiplication function. The commonly used
matrix multiplication in attention is dot-product. We use 𝐹𝑑 to
denote the dot-product function as
𝐹𝑑 (Q, K) = Q × K𝑇 .

(2)

In this work, we empirically propose and verify a new piecewise
scaled dot-product as the multiplication function. The function is
designed as:
𝐷𝑘
Õ
𝑎ˆ𝑛 =
𝑄𝑑 · 𝐾𝑛,𝑑 ,
(3)

3.2

3D Compact Bilinear Mapping

A local interaction within a spatio-temporal reception field should
potentially reflect a core player’s (e.g., player with football/soccer)
motion for subsegment steps of investigations. Bilinear pooling
[25], also known as second-order pooling, enhances local feature
representation in many image-level vision tasks. Hereby, we inflate
it to deal with 3D video features. Given a local feature vector 𝒙
from a 𝑇 × 𝐻 ×𝑊 × 𝐷 feature map, the bilinear feature is computed
as the outer-product of self-paired local feature 𝒙:
𝐵 (𝒙) = 𝒙𝒙𝑇 ,

where 𝒙 ∈
and the result is a 𝐷 ×𝐷 matrix. For simplicity, it is
further flatten into a 𝐷 2 -dim vector. When the bilinear mapping is
applied across the spatio-temporal axis, the output feature map will
be exponential order larger (𝑇 × 𝐻 × 𝑊 × 𝐷 2 ) than before, causing
heavy computation burden. To tackle this, we extend 2D dimension
compact bilinear mapping (CBM) [11] to a 3D version for bilinear
feature calculation. Similar to 2D-CBM, the inflated 3D-CBM picks
and projects each local feature from feature map locations (here
is 𝑇 × 𝐻 × 𝑊 map), and applies projection function. Particularly,
a low-dimensional feature mapping function 𝜙 is introduced for
approximating the outer-product of local features and reducing the
resulting feature dimension. The CBM process is denoted as:

𝑑=1

𝐶 (𝒙) := 𝜙 (𝒙) ,



𝑎ˆ𝑛
if 𝑎ˆ𝑛 > 0,
𝑎𝑛 =
(4)
𝜆𝑎ˆ𝑛 otherwise,
𝐹𝑝 (Q, K) = [𝑎 1, 𝑎 2, · · · , 𝑎 𝑁 ],
(5)
where 𝜆 < 1 is a scaling factor, 𝑄𝑑 and 𝐾𝑛,𝑑 is element of Q and K
with 𝑛 ∈ [1, 𝑁 ]. In a sense, function like 𝐹𝑝 can accelerate model
convergence. Specifically, it prevents softmax function from being
pushed into solution space with extreme small gradients when some
𝑎ˆ𝑛 values are negative. The motivation is similar to [35], except
they apply 𝜆 without truncating, i.e., 𝐹𝑠 = 𝜆𝐹𝑑 . Similar to [35], we
set 𝜆 as √ 1 . To this end, we can transform feature matrix V to a
𝐷𝑘
new embedding vector 𝑬 as:
𝑬 = 𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛 (Q, K) × V.

(6)

The embedding vector 𝑬 ∈ R1×𝐷 𝑣 is a weighted sum of the original
features in V. Since this new attention adopts a learnable “query”
vector Q to guide weights calculation and accordingly transform
feature collections, it is named as query structured attention.
Next, we describe how to instantiate QSA. Recall that in selfattention, “query”, “key” and “value” are computed from three different representation subspaces. A common strategy is to additionally
introduce three parameters to separately project an input V into
three subspaces: Q̂ = V × W𝑞 , K̂ = V × W𝑘 , V̂ = V × W𝑣 . To avoid
introducing extra projections and save computations, we argue
that the process can be replaced by a learnable query and treating
the input itself as “key” and “value”. In other words, only Q is a
learnable parameter. This practice has been verified to be effective
in learning document embeddings for sentiment classification [21].
Therefore, the only parameter needed to be learned is Q, a 𝐷𝑘 dimensional vector resulting in much fewer parameters than those
in self-attention.

(8)

under distance metric restrictions:
⟨𝐵 (𝒙𝑎 ) , 𝐵 (𝒙𝑏 )⟩ ≈ ⟨𝐶 (𝒙𝑎 ) , 𝐶 (𝒙𝑏 )⟩ ,
R𝐷𝑐

(9)

𝐷 2.

⟨·, ·⟩ denotes the inner-product
where 𝐶 (𝒙) ∈
and 𝐷𝑐 ≪
distance.
A mathematical solution to formula (9) is TensorSketch [29]
technique. Here, we omit the proof process and only present the
pipeline of TensorSketch:
𝜙 (𝒙) = ℱ −1 (ℱ(𝑾0 × 𝒙) · ℱ(𝑾1 × 𝒙)).

(10)

where ℱ, ℱ −1 stand for Fourier transform and its inverse; 𝑾0, 𝑾1
R𝐷𝑐 ×𝐷 denote learnable projection parameters.

3.3

∈

Integrated Highlight Understanding
Architecture

With new attention block QSA and local feature mapping block
CBA, we ensemble a new plug-and-play CBA-QSA module that can
be stacked on top of off-the-shelf neural networks for fine-grained
highlight content understanding. The following presents details
of CBA-QSA module and its incorporation on neural networks for
dealing with spatio-temporal data. Figure 3 illustrates the overall
Compact Bilinear Augmented Query Structured Neural Networks.
Here, we truncate fully-connected layers and only keep 5 convolutional blocks of TSM-ResNet-50 [23] as the backbone for feature
extraction. The overall framework is end-to-end trained.
Compact bilinear augmentation (CBA). The output of backbone is a 𝑇 × 𝐻 ×𝑊 × 𝐷𝑏 feature map X𝑏 , where (𝑇 , 𝐻,𝑊 , 𝐷𝑏 ) are
the values of (time length, height, width, channel)2 respectively. To
achieve the enhancement of local feature interactions, we adopt 3D
CBM to project the feature map X𝑏 to a new feature descriptor map

1 Here, we follow the work [21] to use a single vector as the query. However, we would

like to mention that QSA can also accommodate multiple queries.

(7)

R𝐷×1

2 Typical

values are 𝑇 = 8, 𝐻 = 𝑊 = 7 and 𝐷𝑏 = 2048.
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Figure 3: Architecture of the proposed compact bilinear augmented query structured attention networks.
X𝑐 with the size of (𝑇 , 𝐻,𝑊 , 𝐷𝑐 ). We treat X𝑐 as an augmentation
of the original feature map X𝑏 .
Spatial attention module (QSA-S). The video classification
networks, for example TSM, aggregate spatial features by simple
mean pooling operation. To better aggregates spatial features by
considering their importances, we replace spatial average pooling with QSA-S module. Since we have two types of feature X𝑏
and X𝑐 , QSA-S can accept different combinations of X𝑏 and X𝑐
as“key”-“value” inputs. Here, we enumerate all combinations and
empirically verify using all combinations leads to the best performance. The “key”-“value” combinations for QSA-S inputs are shown
as (key=X𝑏 ,value=X𝑏 ), (key=X𝑐 ,value=X𝑐 ), (key=X𝑐 ,value=X𝑏 ),
(key=X𝑏 ,value=X𝑐 ). As shown in Figure 3, processing features with
four QSA-S modules, we can obtain four embedded feature vectors
𝑬𝑠𝑏𝑏 , 𝑬𝑠𝑏𝑐 , 𝑬𝑠𝑐𝑏 and 𝑬𝑠𝑐𝑐 .
Temporal attention module (QSA-T). Video classification networks model the action along temporal axis by operations like 3D
convolutions, temporal shifts (TSM) and etc. These operations share
a drawback of naturally modeling local contextual information on
a small range of adjacent frames [10]. Additionally, only adoption
of temporal mean pooling without proper aggregation mechanism
will further harm the modeling of long-range temporal contextual
information. With these concerns, we hereby introduce the temporal attention module with QSA, referred to as QSA-T (see the green
dotted box in Figure 3). Specifically, we conduct attention on the obtained four sets of embeddings, 𝑬𝑠𝑏𝑏 , 𝑬𝑠𝑏𝑐 , 𝑬𝑠𝑐𝑏 and 𝑬𝑠𝑐𝑐 . Different
from QSA-S, key and value inputs are from a homogeneous embedding in QSA-T. As a result, four video-level embedding vectors are
obtained, denoted as 𝑬𝑡𝑏𝑏 , 𝑬𝑡𝑏𝑐 , 𝑬𝑡𝑐𝑏 and 𝑬𝑡𝑐𝑐 respectively. We then
concatenate these embedding vectors to the final representation
for video clip. Finally, the representation passes through a fully
connected (FC) and the SoftMax layer for semantic classification.
Our proposed CBA-QSA networks have advantages of considering (1) local pairwise second-order information introduced by CBA
and (2) new spatial/temporal query structured attention. There are
a total of 10 parameter vectors (2 for CBM, 4 for QSA-S, 4 for QSAT) being newly introduced, which incur insignificant amount of
memory space consumption.

Table 1: Statistical comparison between general and finegrained activity datasets

HMDB-51[20]
UCF-101[33]
ActivityNet[8]
YouTube-8M[1]
FCVID[14]
Kinetics-400[17]
Sports-1M[16]
Basketball-8
Soccer-10

Samples per category

Categories

Total samples

134
132
100
237
382
766
2,053
1,248
1,125

51
101
200
1000
239
400
487
8
10

6,849
13,320
20,000
237,000
91,223
306,245
1,000,000
9,985
11,256

4 EXPERIMENTS AND DISCUSSIONS
4.1 Datasets

has 7 professional highlights + 1 background, with 570∼2,000 positive clips per class. On average, each category has 1,200 positives.
The soccer-10 defines 9 professional highlights + 1 background,
with 250∼2,240 positive clips per category. On average, each category has 1,100 positives. The number of positive clips basically
reflects the occurrence probabilities of different highlights in sport
competitions. Only the positives of background class are limited to
be 2,000 to prevent an overwhelming number of examples in this
class. The average length of highlight clips is 3.25 seconds. These
annotations are randomly divided into three splits, i.e., training,
validation, testing sets, with ratio as 8:1:1.
We further present a statistical comparison between the proposed Basketball-8 and Soccer-10 datasets with widely used general
activities classification datasets in Table 1. Note that our video clips
are sampled from full-length videos with background occupying a
large portion of scenes and smaller-size players forming actionsof-interest. Hence, our datasets involve fine-grained classification,
group interaction, and lower visual bias, largely different from other
datasets. Additionally, we noticed a recently released fine-grained
single-person dataset named FineGym [31] which focuses on judging athlete’s poses. Compared with them, we target for fine-grained
group activities in a team contest and they aim at fine-grained
single gymnastics with human-pose.
Training and Inference. The effectiveness of CBA-QSA module is verified on different backbone networks such as TSM3 , TSMNLN and SlowFast4 . We separately plug CBA-QSA on the original
implementations of backbones. Detailed settings are separately
elaborated according to the platform used.
On TSM/TSM-NLN, we averagely segment a clip into 8 subclips and randomly sample a frame from each sub-clip. Frames are

We create two fine-grained action datasets, i.e., Basketball-8 and
Soccer-10, for sport highlights classification. The basketball-8 dataset

4 https://github.com/facebookresearch/SlowFast

3 https://github.com/mit-han-lab/temporal-shift-module

further resized with the shorter-side set as 256 and the original
aspect ratio is kept. During training, we adopt augmentations, such
as randomly cropping (in range [1, 0.875, 0.75, 0.66]) and horizontal
flipping, and then resize each frame to 224 × 224. We initialize
models with pre-trained weights on Kinetics dataset and adopt the
step-learning schedule. The base lr is set to 0.001 for SGD training
and the total epoch is 25 (decays by 0.1 at epoch 15). For testing,
we replace random cropping with center-cropping in range 1.
On SlowFast, we use SGD training with cosine learning schedule.
Specifically, the base lr is set to be 0.001 and the total epoch is
set to 23 (2 of them as warm-up epochs). We randomly sample 8
frames (step 8) / 32 frames (step 2) for SlowFast inputs. Each frame
is randomly cropped into a 224 × 224 patch from clips pre-processed
by augmentations like random horizontal flipping, random resizing
shorter side to a range of [256, 320] pixels. For inference, we resize
short-side to 256 and conduct 256 × 256 center-cropping.

4.2

Ablation Experiments

This subsection presents ablation studies on Basketball-8 dataset
with TSM ResNet-50 (TSM-R50) backbone for searching optimal
model settings.
4.2.1 Spatio-temporal attention with QSA vs Self-attention.
The attention module serves for identifying and emphasizing discriminative sub-features in signal space. As for the three-dimensional
(i.e., spatio-temporal) video signal, the attention module can be implemented in single spatial/temporal dimension or both. We present
comparison of the spatial attention (QSA-S, Self-S), temporal attention (QSA-T, Self-T) and their combination (QSA-ST, Self-ST) with
the use of the proposed QSA and the existing Self-attention ([35])
in Table 2. Similar to the implementation (single query) of QSA, we
set the attention hop (a hyper-parameter in Self-attention) to 1.
Table 2: Performance comparison using spatial/temporal
attention and their combination (Top-1 Accuracy % on
Basketball-8).
Backbone

Baseline

QSA-S (/Self-S)

QSA-T (/Self-T)

QSA-ST (/Self-ST)

TSM (R50)

73.31

74.40 (/74.30)

76.20 (/74.00)

76.30 (2.99 ↑) (/74.40)

Basically, implementations with the QSA and Self-attention modules consistently outperform the baseline counterpart, verifying
the effectiveness of attention mechanism. Moreover, all the QSA
based modules perform much better than their corresponding Self
version, for example, 76.30% (QSA-ST) vs 74.40% (Self-ST), which
empirically shows the superiority of the proposed QSA over Selfattention. Secondly, the QSA-T brings more improvements than
QSA-S, indicating that core evidential actions require to be paid
more attention in the temporal than spatial axis. Finally, the combination of both QSA-S and QSA-T performs the best, boosting top-1
accuracy of non-QSA baseline from 73.31% to 76.30% by an absolute
improvement of 2.99%. We will fix the verified optimal settings for
the remaining experiments.
4.2.2 Scaled dot-production function. Next, we empirically compare the three attention functions 𝐹𝑑 (Eq. 2), 𝐹𝑠 and 𝐹𝑝 (Eq. 5). As
shown in Table 3, adopting scaled operation in attention function
(𝐹𝑠 or 𝐹𝑝 ) before softmax normalization consistently introduces an
improvement. The proposed piecewise function 𝐹𝑝 even attains
an absolute improvement of 0.69% (76.30% to 76.99%), which is
consistent with our expectation.

Table 3: Performance comparison using (piecewise) scaled
dot-product (Top-1 Accuracy % on Basketball-8).
QSA-ST (TSM-R50)

𝐹𝑑

𝐹𝑠

𝐹𝑝

76.30

76.79

76.99 (0.69↑)

4.2.3 Strategies to incorporate CBA and QSA. We further assess the contribution of compact bilinear mapping and explore
an optimal strategy to combine compact bilinear and attention
modules. As denoted in section 3.3, we could get two types of convolutional features 𝑋𝑏 and 𝑋𝑐 , where the prior refers to the original
features yielded by deep neural networks; the latter refers to the
projected features processed by compact bilinear mapping. Both
features can be used as key or value input for the attention module.
As shown in Table 4, we use 𝑋𝑏 − 𝑋𝑏 to denote Key-Value combination of inputs, and this combination only depends on original
features. Similarly, 𝑋𝑐 − 𝑋𝑏 denotes inputting the projected feature
as Key and the original feature as Value. We choose a cumulative
manner to experimentally verify multiple combinations.
Table 4: Performance comparison under different Key-Value
combination strategies (Top-1 Accuracy % on Basketball-8).
Key-Value

𝑋𝑏 − 𝑋𝑏
𝑋𝑐 − 𝑋𝑐
𝑋𝑐 − 𝑋𝑏
𝑋𝑏 − 𝑋𝑐

Strategy-1
✔

Strategy-2
✔
✔

Strategy-3
✔
✔
✔

Strategy-4
✔
✔
✔
✔

76.99

77.29

77.39

77.99 (1.00 ↑)

QSA-ST (TSM R50)

As shown in Table 4, strategies (i.e., 2 - 4) which incorporate
CBA exhibit better performance than strategy-1 which relies on
the original features. This is attributed to that compact bilinear
mapping enriches original feature with local pairwise interactions
information. Additionally, strategy-4 containing all permutations
performs the best (76.99% vs 77.99%), demonstrating different KeyValue combinations are complementary.
4.2.4 Projection space in CBA. Compact bilinear mapping relies on the TensorSketch [29], which involves a process of projection matrix learning before parameterless processes like FFT/IFFT
(Fourier transform and the inverse), to approximate bilinear mapping. Thus, the dimension of the projected feature needs to be
carefully tuned [11] to avoid underfitting and overfitting. We conduct experiments by setting projected dimension 1×, 2× and 4×
as that of original feature (i.e., 2,048 dim) and present the results
in Table 5. Experimental results demonstrate project-dim = 4, 096
outperforms the rest reaching a top-accuracy of 78.49%.
Table 5: Performance comparison with different projection
dimension in compact bilinear module (Top-1 Accuracy %
on Basketball-8).

4.3

Projection Dim

2,048
(1×)

4,096
(2×)

8,192
(4×)

CBA-QSA (Strategy-4)

77.99

78.49 (0.50↑)

77.39

Comparison to the other methods

Next, we plug CBA-QSA module on top of several backbones and
compare it with several state-of-the-arts on Basketball-8 & Soccer-10
in Table 6. Our observations are shown as follows. (1). CBA-QSA

Table 6: Comparison of CBA-QSA with the state-of-the-arts
( Top-1 Accuracy %).
C2D (ResNet-50)
I3D (R50) [4]
I3D-NLN (R50) [37]
TSM (R50-8) [23]
+ CBA-QSA
TSM-NLN [23]
+ CBA-QSA
SlowFast (R50) [9]
+ CBA-QSA

Top-1 Accuracy (%)

TSM+CBA-QSA

TSM-NLN

TSM-NLN+CBA-QSA

SlowFast

SlowFast+CBA-QSA

SlowFast

SlowFast+CBA-QSA

30
10

(a) Basketball-8
C2D
100

I3D

I3D-NLN

TSM

TSM+CBA-QSA

TSM-NLN

TSM-NLN+CBA-QSA

80
60
40

(b) Soccer-10

Figure 4: Performance comparison of different methods
over each highlight category on Basketball-8 and Soccer-10
datasets. The last bar “Avg” in each sub-figure represents the
averaged Top-1 Accuracy performance over all highlights
categories.
澻濴澼

61.45
75.40
77.19
73.31
78.49 (5.18↑)
76.20
79.48 (3.28↑)
80.58
81.77 (1.19↑)

78.98
88.34
88.25
87.90
89.31 (1.41↑)
88.16
88.69 (0.53↑)
88.60
88.34

澻濶澼

5 https://trecvid.nist.gov/trecvid.tools/randomization.testing/

TSM

50

Soccer-10

Visualization

I3D-NLN

70

Basketball-8

In this part, we first visualize the feature maps of X𝑏 and X𝑐 by
generating heatmaps, giving obvious visual cues about how the
difference is between backbone output feature and its transformed

I3D

90

澻濵澼

We show a bar graph comparing the performance over each highlight category in Figure 4. It can be seen that, for most categories,
methods equipped by the proposed CBA-QSA performs better than
their non-CBA-QSA counterpart, especially in the highlights that
need to model complex actions, such as “Blocked shot”, “Dunk”
and “Layup” in Basketball. On the other hand, the performance
changes very slightly over the categories of Soccer, which is because actions in Soccer are not as complex as ones in Basketball.
We additionally include some examples of “Setup a wall” and “Goal
and celebration” to highlight the limitation of CBA-QSA, as shown
in Figure 5. In these examples, the motion appears “slow” due to
the long distance between camera and scene and “random” due
to irregular movement of the audience. In general, CBA-QSA is
more effective for complex and fast-paced actions in Basketball
than slower-paced group motion in Soccer. To be convincing, we
also conduct a randomization test using the TRECVID tool5 and
verify that the plug-in of CBA-QSA has significantly boosted the
performances of these CNNs when p-value=0.05.

4.4

C2D

Top-1 Accuracy (%)

consistently improves classification accuracy across most backbones, achieving top classification accuracy among STOAs. Specifically, CBA-QSA module boosts performances of base networks of
TSM, TSM-Non-Local (TSM-NLN), Slowfast, by absolute improvements of 5.18%/1.41%, 3.28%/0.53%, 1.19%/- for basketball/soccer
match. It’s worth noting that classifying highlights for basketball
benefits more from our proposed model than soccer (CBA-QSA
SlowFast on Soccer is almost the same with its general counterpart). A potential reason is that soccer’s highlights, such as “corner
kick”, “yellow or red card” (see per-category results in Figure 4),
in soccer are in a slow zoomed-in manner making visual clues
clear, whereas basketball highlights are more visually similar. (2).
Before the adoption of CBA-QSA, TSMs perform much worse than
I3Ds (w/o NLN: 73.31% vs 75.40%, 76.20% vs 77.19%), whereas TSMs
perform better than I3D (w/o NLN: 78.49% vs 75.40%, 79.48% vs
77.19%) after adoption. (3). CBA-QSA module on top of TSM w/o
NLN improves more than on SlowFast. This is attributed to that
we search optimal hyperparameters, strategies, dimensions and
etc, on TSM and directly migrate them to SlowFast with different
structures.

澻濷澼

Figure 5: Examples of failure cases in Soccer when using
TSM+CBA-QSA. The labels of (a) and (b) are “Goal and celebration” and their predictions are “Closeup of audience”;
The labels of (c) and (d) are “Setup a wall” and the prediction of (c) is “Background”and (d) is “Kickoff”.
.
Input
Frame

Feature Map
܆
Feature Map
܆

Figure 6: Examples of feature heatmaps in TSM+CBA-QSA.
For each column, we show an input frame and its two
heatmaps for the backbone feature map X𝑏 and the corresponding CBA feature map X𝑐
.
CBA feature. Figure 6 shows some examples of heatmaps created
using TSM+CBA-QSA method. Comparing the pairwise results in
second and third rows, we observe that the two features X𝑏 and X𝑐
have different visual perceptions. Magnitudes in these heatmaps
show that X𝑏 possesses relatively high response for the regions
with rich movements existing (e.g., running or jumping players),
while the CBA extension X𝑐 focuses much on those having interactions (e.g., the interactions between hoop and ball, player and ball).
This phenomenon indeed demonstrates our designing intention
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(a) Basketball: Blocked shot

for CBA, that is, X𝑏 and X𝑐 are for different concerns and can be
supplementary to each other in modeling actions. Next, we give
comprehensible visualization about the spatial and temporal attentions in a much direct manner. Figure 7 shows both the visualized
spatial and temporal attentions for an example video clip of Basketball (7(a)) and Soccer (7(b)). As expected, the spatial attention can
mostly pick the core locations (e.g, the corner regions to the Corner
kick highlight in 3-6# frames of Figure 7(b)), and the temporal attention also success in highlighting key time stamps (e.g., the 6-7#
frames of Figure 7(a)). When using the CBA feature X𝑐 as the Key,
spatial attention may concentrate on a small area of interactions,
and in contrast, when using the backbone feature X𝑏 as the Key, it
can assign higher importance weights to the movement areas. This
is consistent with what we observed and concluded from Figure 6.

8 Frames
in a Clip
1#

2#

0.127

0.1272

Spatial
Attention
(۹ǣ  ܆ )
Temporal
Attention
(۳௦ )

4#

5#

0.1286

6#

7#

8#

0.1271

0.1258

0.1245

0.1227
0.1171

Spatial
Attention
(۹ǣ  ܆ )
Temporal
Attention
(۳௦ )

3#

0.1281

0.1272

0.1255

0.1264
0.1245

0.1228

0.1227

0.1227

(b) Soccer: Corner kick

Figure 7: Visualization of spatial-temporal attention in
TSM+CBA-QSA on two test example clips. For the first row
in (a) and (b), the input 8 frames of the example clip are
listed and numbered in sequence. We visualize the spatial attention by a heatmap and the temporal attention by a curve
with each joint being the importance weight for a frame. The
two “Key-Value” strategies of X𝑐 −X𝑏 and X𝑏 −X𝑐 are selected
for examples in spatial attention, and their corresponding
temporal attentions on E𝑠𝑐𝑏 and E𝑠𝑏𝑐 are followed closely.

(a) Basketball

4.5

Highlights Detection in Long-length Videos

Lastly, we also conduct highlights detection on a long-length video
by using the proposed TSM+CBA-QSA network. Figure 8 shows
the detected highlights results. In the implementation, a video is
firstly split into a group of continuous short clips (3s for Basketball
and 5s for Soccer), and TSM+CBA-QSA are then to classify these
clips to highlights. This simple detection system is able to detect
the Background highlights with over 95% top-1 accuracy. For nonbackground highlights classification, the top-1 recall rate reaches
to 75% for Basketball and 85% for Soccer. Currently, the prototype
system can process 392 frames per second, which is in real-time. The
system provides a novel and efficient way for parsing the content
of video broadcast.

5

CONCLUSION

In this work, we have presented the Basketball-8 & Soccer-10
datasets and CBA-QSA networks. The two newly constructed datasets
have been used as the benchmark datasets in the studied sport
highlights classification task, covering 8 and 10 spectacular highlights of Basketball and Soccer respectively. For fine-grained action
modeling in highlights, the proposed attention blocks (QSA-S and
QSA-T) equipped by the designed QSA mechanism work properly
to capture spatio-temporal feature patterns. The extended 3D CBM
further augments the features with local interaction descriptors.
Our CBA-QSA module can be plugged into many video understanding architectures. Comprehensive experimental results with various
backbones show the significance of CBA-QSA for sport highlights
classification. Incremental improvements are attained when gradually incorporating QSA-S, QSA-T and CBA into the TSM model.
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